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T oday when a kid launches the Freadom app,
she chooses from a handful of stories dis-
played on the screen instead of searching for

a story in the search tab and this is the typical be-
havior. These stories represent only a few possi-
bilities from a vast pool consisting of thousands of
stories that resides on the app due to the constraint
of the device/screen. As a result, the app tries to
optimize the story selection and uses a recommen-
dation system for the same. The recommendation
system governs story discovery and determines
which stories kids can choose to view and com-
plete, which drives their satisfaction from using
the app, their progress in reading comprehension,
and eventually success for Stones2Milestones. The
recommendation system has already gone through
multiple iterations but still today, 23% of sessions
on Freadom end up with a child skipping all pre-
sented stories; a typical user starts viewing four
stories to complete one. Clearly, there is room for
further improvement. We aim to give a massive
boost to Freadom by powering up effective recom-
mendations.

1 Simple Recommenders

Recommendation systems are already used in the app
because it is impractical to ask users to browse through
thousands of stories and choose the one they like. Sim-
ple approaches to making recommendations may use
elementary sorting of stories by date or rating or per-
haps, cherry-picking by editors. These are relatively
easy to implement and do not require sophisticated
modeling approaches. Currently, Freadom uses these
methods to generate recommendations in its discovery
panels:
• The most recently uploaded - New Releases
• Picked by an editor - Today For You

• Catalogued by topic - Collections
• Based on popularity - Magic Story

While these methods solve the practical problem of
browsing through an overwhelming list of available
stories, they serve the same content to each user, ne-
glecting their individual preferences.

2 Personalized Recommenders

Freadom users have differentiated tastes, thus provid-
ing bespoke recommendations can substantially boost
their engagement and improve the learning pace. Per-
haps a child likes animal stories, while another one
prefers stories about sports; one child may like stories
with pictures, while another one prefers content with
a strong message. Adjusting content to suit individual
tastes is a goal of many online platforms. They curate
personalized recommenders for this. The highly per-
sonalized modern-day Facebook and YouTube feeds
are examples of these sophisticated recommendation
systems.
Personalized recommendation engines leverage

methods from Computer Science and Statistics to con-
struct tailor-made recommendations based on users’
past behavior. As the database of past behavior grows,
it is easier to make recommendations.

Personalization in practice: Based on past user-
story interactions, a recommendation engine attempts
to pin down important story characteristics which drive
choice and figure out users’ tastes for these character-
istics. When the recommendation system identifies
a group of users enjoying a particular set of stories,
it notes that these stories have some characteristic in
common and that these users have a preference for
this characteristic. We don’t create a list of potential
characteristics that might matter. So, the identification
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of them is purely data-driven. It is enough for the rec-
ommendation engine to figure out which baskets of
stories were enjoyed by which sets of users to be able
to make recommendations.
Understanding what these baskets mean is a sep-

arate task that may help guide story curation or the
design of the app and may inform marketing. Fur-
thermore, these features might be subtle (eg. users
like stories with bright pictures) or complicated (eg.
users like stories which start slowly but end on a high
with a thrill). Translating the data-based association
to characteristics that are intuitive for humans might
be a hard task, but that is not necessary for the recom-
mender system; it will pick up on such hard-to-guess
features, even without observing anything about the
story apart from who completed it, as long as they help
make predictions. As humans, we can attempt to look
at the set of stories and try to guess the characteristic;
for example, we may realize that all these stories are
based on Christmas, and conclude that these children
like stories about Christmas.

3 A custom-made
recommendation system

Creating a personalized recommendation system for
Freadom posits a set of unique challenges. First,
Stones2Milestones is a start-up: there is a growing
number of users and stories, but currently, the dataset
of past interactions is not large. Consequently, more
data-intensive methods like neural nets, successful at
large tech companies, do not perform well in our tests.
Second, Stones2Milestones works in a niche space of
short story recommendations to children learning En-
glish. This is a unique target audience that consumes
multiple stories in a relatively short time. Furthermore,
many users follow a predefined learning routine with
a clear educational objective in mind. Finally, Freadom
has several discovery paths, where content display fol-
lows different rules. For these reasons, off-the-shelf
solutions, successfully implemented on other platforms,
are unlikely to succeed; hence, we propose a unique,
tailor-made recommendation system for Freadom.

Proposed solution: We propose a recommendation
model known as Collaborative Filtering. In a nutshell,
the model keeps track of each story a user has encoun-
tered on the app in the past along with the outcome
of this interaction (skipped, started watching, com-
pleted). Next, the system figures out which users make
similar choices on the app. Finally, these associations
are used to find new items to recommend.
In the development of the model we simulate and

analyze performance using different sets of selection
criteria and the number of latent features. Selection
criteria relate to cut-off values for how many times in
the past a given user has used the app and how many

times a story has featured in the app. The more data
we have per user and item, the better the recommen-
dation. The number of latent features is the number of
dimensions in which stories differ and for which users’
have clear tastes.

Utility Metric: The development of a recommenda-
tion model centers on testing the performance of var-
ious specifications in the maximization of user-story
interaction outcomes. Currently, we focus on metrics
of app engagement; we consider a recommendation to
be of high quality when users click on the stories, start
viewing them, and eventually complete them. We use
these outcomes to form user’s utility from interacting
with a story.1

4 Outcomes

4.1 Engagement

In offline simulations, we observe substantial gains to
the utility of users following the proposed recommen-
dation system. Figure 1 shows histograms of utility
under the current system (red - baseline) and with the
new recommendation system (blue - personalized) on
one of the most popular paths.

Figure 1: Predicted utilities: blue from the personalized model,
baseline in red; Recommended story path

The mean gain in utility amounts to around 40%
which means that out of four stories recommended one
more of them will be completed. This is a substantial
improvement in user app experience; our analysis sug-
gests that this should lead to more frequent sessions
(decrease of 0.7 days on average between the sessions)
and higher engagement in the following sessions.

4.2 Diversity and Improved Coverage

Personalization increases the diversity of the content:
fewer stories will be shown to almost every user, while

1Specifically, we assume a utility of 0.3 from clicking on the story,
0.5 from starting to view it, and 1 from completing it.
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a substantial number of stories that are currently dis-
played very rarely, will gain in popularity. Figure 2
documents this using Lorenz curves. The black dashed
line presents the case when each story is shown the
same number of times. The red line shows the current
situation and the blue line with the personalized model.
We focus on stories that were shown to the users at
least once. Currently, 25% of stories make up 75% of
recommendations, with the personalized model this
number drops to around 60%.

Figure 2: Lorenz curves for stories in baseline and personal-
ized models; on the horizontal axis cumulative per-
centage of stories; on the vertical axis cumulative
percentage of recommendations. Subset of stories
that are shown at least once.

Each user will see a different set of stories, but there
are some notable patterns. Stories that have reading
content will gain over stories that contain only audio
or video; more medium-length (5-10 min) stories will
be shown and fewer long ones (10-15 min). Figure 3
shows details of this change.
Personalization benefits different users to a vary-

ing degree. Simulations suggest that older kids, who
are frequent users of the app should benefit the most;
across categories, we observe that b2c customers are
gaining the most.

5 Continuous app improvement

5.1 A/B testing

Offline simulations suggest that personalizing recom-
mendations increases users’ app engagement. However,
to gain full confidence in the magnitude of this effect,
and to fine-tune the model, we plan to carry out A/B
experiments on the app. This exercise boils down to
randomly assigning users to treatment and control
groups and later on comparing outcomes across these
groups. The treated group receives the personalized

Figure 3: The percentage of stories by reading time in the train
set, test set and predictions.

recommendation while the control group follows the
current regime.
In the proposed experiment, we focus on two paths:

Recommended Stories and Today for you. Recommended
Stories is popular amongst more experienced users -
we have more data per user on this path. Today for you
is a prominently displayed and popular path that tends
to loose its appeal as users stay on the app - we have
less data per user on this path. Thus, we will test the
efficacy of our model on two starkly different paths.
An A/B experiment is a convenient tool that allows

improving upon the off-line simulations. For example,
individual users might differ in ways that we do not
directly observe, like their motivation to use the app.
Therefore, without an experiment, we cannot be sure
whether the increase in the app engagement is due to
these unobserved characteristics rather than the quality
of recommendations. The random assignment takes
care of this problem, as users with both high and low
motivation to use the app are equally likely to receive
the personalized recommendation.
A/B testing is a powerful way to evaluate various

changes in the app design and proposed content. The
experiment at hand helps Stones2Milestones in build-
ing this useful capability, which is a necessary tool in
continuous improvement of the app.

5.2 Ever better recommendations

Finally, a good initial recommendation system feeds
into a virtuous cycle of further improvement - as we
get more data on a more diverse set of stories, the
better the recommendations. Furthermore, with an
increasing dataset and A/B testing capability in place,
we can develop and quickly test the next iterations of
the recommendation engine, to further improve users’
engagement and eventually their learning outcomes.
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